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Abstract—There are challenges and trade-offs associated with
building secure decentralised systems that incorporate resource-
constrained devices into the internet ecosystem, particularly
the internet of things. Introducing distributed ledgers solves
some of these problems while introducing new challenges. This
paper identifies mechanisms that can be adopted to build
distributed trust for smaller devices when attempting to bal-
ance the consensus, scalability and decentralisation trilemma.
The building blocks of decentralised consensus networks are
identified and problem areas with potential solutions discussed to
provide proper requirements scope. Newer consensus protocols
and cryptographic constructs are discussed that might provide
secure, efficient and scalable consensus and avoid excessive
computational-, bandwidth- and storage resources. The idea is
to limit the conceptual design phase to a resource-constrained
operational situation to avoid redesign when the internet of
things becomes widely adopted.

Index Terms—consensus, distributed, internet-of-things, cryp-
tographic, risc-v

I. INTRODUCTION AND BACKGROUND

With the Internet of Things (IoT) being a future reality
[1], it would be ideal if technologies existed to ensure its
safety in terms of an open, permissionless and optimally
decentralised arrangement, where any device can join or leave
the network without degrading performance or trusting in any
central point of control. Distributing control of a system is
important because in an IoT context, compromising a central
data controller results in the unauthorised manipulation of the
digital which is connected to the physical [1]. For example,
leaking your baby’s sleep patterns through a connected baby
monitor is one thing but controlling their sleep pattern is
a much different risk equation. Physical and geographical
decentralisation of control implies that attackers need to do
much more work to compromise a system.

Distributed and decentralised systems have problems with
scaling as central points of control are usually required to
maintain efficiency at the expense of fault-tolerance which
introduces the well know Consistency, Availability and Par-
tition tolerance (CAP) theorem or rather, rule of thumb [2,
3]. A derivative of CAP is used here to view the trade-offs
related to distributed and decentralised systems design.

It is important to discern firstly between a classical dis-
tributed database and Distributed Ledger Technology (DLT).
The key difference lies in the ability to distribute (uniformly

or fairly) control and coordination of the system towards
anyone willing to participate, whilst using incentive-punitive
mechanisms such as cryptography to induce good- and reduce
bad behaviour. In contrast, classical distributed databases
usually operate in trusted environments and do not necessarily
use cryptography to guard against malicious behaviour. This
is the most important distinction to make when considering
permissioned versus permissionless distributed systems and
databases [4].

Achieving a safe IoT involves a multidisciplinary approach
and so this research aims to identify historical and current
definitions, trade-offs and challenges related to building these
systems while being mindful of resource-constrained envi-
ronments such as IoT. We aim to use more generic and
classical, yet explicit, terminology due to the multidisciplinary
nature of these systems when discussing trade-offs and present
possible future solutions related to cryptographic primitives
and hardware.

Thus, Section II identifies historical definitions that have
been used to describe a correctly functioning distributed
agreement system. Section III further identifies basic
types of distributed agreement technologies that have
emerged, including additional terminology that define similar
ideas across these types. Section IV merges the previous
terminology into more classical definitions from systems
and information theory and discusses trade-offs related to
the identified consensus types in existence today. Section V
evaluates said distributed consensus options in the context
of IoT, presents possible solutions at a conceptual level
and is followed by lower-level cryptographic and hardware
considerations in Section VI and VII respectively.

II. DISTRIBUTED SYSTEMS HISTORY

Lamport proposed two properties that need to be present
in distributed systems, namely safety and liveness [5]:

1) Safety - refers to nothing bad happening when the
system executes, such as handling exceptions and not
halting if they occur.

2) Liveness - refers to things that eventually must happen,
such as requests from correct clients that are eventually
processed and not getting stuck in an undecided state.



These properties are usually required by most systems
to be practical, however, from safety and liveness followed
more property definitions to ensure the existence of a correct
asynchronous Byzantine Fault-Tolerant (aBFT) system and
dates back to the ’70s and ’80s [6, 7]:

1) Agreement - All honest processes/nodes must agree on
the same value/output v.

2) Integrity/Validity - Any agreed-upon v must originate
once from honest nodes and thus faulty nodes’ values
must be filtered out or ignored.

3) Termination - Honest nodes must eventually agree and
cannot remain undecided. This has to do with the sys-
tem avoiding open-ended control loops and maintaining
state-full transition by handling anomalies or event forks
and remaining live.

Combining these requirements into a single sentence to
define a correct/safe and live distributed system: Honest nodes
are assumed to propose input(s) where all honest nodes
have to agree eventually (Termination), on the same output
(Agreement), that has to be equal to the proposed inputs
(Validity).

Within the Byzantine fault model, an agreement was shown
to be possible only if less than a third of nodes are faulty or
Byzantine [8] where the behaviour of the Byzantine processes
or nodes are restricted and filtered by incorporating message
broadcast into the consensus protocol [7]. It was also shown
through the Fischer-Lynch-Paterson (FLP) impossibility that
agreement is impossible in an idealised non-broadcast, fully
asynchronous environment if only one node becomes faulty
or Byzantine [9]. Thus, it is important to identify if the
system being built needs to be asynchronous or synchronous.
Other fundamental properties of fault-tolerant distributed
systems include concurrent components that do not rely on a
global clock in the presence of delays and other validity faults.

III. DISTRIBUTED TECHNOLOGIES

After the formulation of the Byzantine general’s problem
in 1982 [8], various solutions such as Paxos, Raft and
Practical Byzantine Fault-Tolerant (PBFT) followed [10] and
were eventually adopted by enterprise entities in trusted or
permissioned environments.

Whilst Bitcoin is currently the most popular roll-out of
a permissionless replicated append-only hash linked list or
blockchain [11], earlier experiments have existed [12] and
encountered similar trade-offs related to CAP. Blockchains
operate in the context of immutable traceability which is not
always the predominant requirement for IoT systems as will
be discussed.

Another decentralised technology that began to surface
along with Bitcoin in 2009 is that of a Conflict-free Replicated
Data Type (CRDT) [13] which creates a set of abstract data
types that allows for the convergence of concurrent updates
with the following properties [14]: “(i) any replica can be
modified without coordinating with other replicas; (ii) when
any two replicas have received the same set of updates,

they reach the same state, deterministically, by adopting
mathematically sound rules to guarantee state convergence.”

To the best of our knowledge, there exist two fundamental
types of distributed consensus (asymptotic and convergent)
and the aforementioned distributed technologies are currently
the three basic implementations in existence today to achieve
varying forms of consensus for ordering events.

In other words and a theoretical sense, Proof-of-
Resource/Work (PoX) or Nakamoto implementations indef-
initely approach consensus whereas aBFT and CRDTs reach
consensus eventually, known as finality [15, 16]. The three
consensus mechanisms make trade-offs within the CAP spec-
trum, but before these can be classified, a proper definition of
CAP is required.

IV. TRADE-OFFS

Even though there is some confusion regarding the A and P
components within CAP [2], it remains useful as a design tool.
Explicit distinctions are required for clarity because a system
can be referred to as being up or down i.e. vertical-availability
or scaling, by having low algorithmic time-complexity and
high performance in the presence of load.

Partition-tolerance can easily be confused with Availabil-
ity and interpreted as horizontal-availability, which refers
to the ability of the system to uniformly and redundantly
synchronise data geographically and to be available in the
presence of faulty/malicious/Byzantine behaviour i.e. the fault
model. It might be better to refer to this as a Fault-Tolerance
property as partitions have been modelled as faults using
delays, before the CAP theorem’s formal inception [2, 17]. To
further exacerbate confusion, others have presented a similar
Decentralisation, Consensus and Scalability (DCS) theorem
[18] although their contextual definitions make more sense
than CAP. A less confusing theorem could be postulated as
CAvAh or CAF although Availability remains an ambiguous
term:

1) Consistency - Every read receives the latest write or an
error.

2) Availability - All requests receive non-erroneous re-
sponses, with no guarantee that they contain the latest
writes.

3) Fault-Tolerance - The system continues operating de-
spite an arbitrary number of messages being dropped
(or delayed) by the network between nodes.

Whilst considering all previous definitions, it is difficult
to place these properties within the CAP spectrum and thus,
related terminologies have been classified into Table I in an
attempt to find common ground regarding terminology and
to induce proper reasoning. Other terminologies encountered
within the reading set were also grouped into this table, as
these properties represent similar trade-offs within distributed
and decentralised systems.

Table I elicits safety, agreement, integrity and validity as
properties that relate to each other and to how well a particular
system meets its contextual requirements. For example, within



TABLE I
TAXONOMY OF TRADE-OFF TERMINOLOGY FROM LITERATURE

GOOD FAST CHEAP/COST
Safety [2, 5] Liveness [2, 5] Fault-Tolerance [2]

Agreement [7] Vertical-time [6] Horizontal-space [6]

Validity/Integrity [7] Termination [5] Sharding [3]

Consistency [2, 3] Availability [2, 3] Partition-Tolerance [2, 3]

Correctness [5] V-Scalability(time) [6, 16] H-Scalability(space) [6, 16]

Consensus [18] Scalability [18] Decentralisation [18]

Atomicity [2] Finality [15, 16] Propagation Delay [2]

Linearisability [2] Latency [19] Replication [13, 14]

Information [19] Efficiency [19] Redundancy [19]

a financial context, the correct ordering of events is of
utmost importance to ensure accounting and auditing, whereas
reaching a consensus in a swarm of drones regarding their
average position could sacrifice some measure of correctness
regarding event order.

Liveness and termination relate to vertical scaling or per-
formance, as there needs to be a certain flow of information
to ensure a frequency at which said information can be con-
sidered correctly ordered and agreed upon and is a function
of synchronisation and computation.

The least confusing and most generic terms that result
from Table I are Information, Efficiency and Redundancy.
These stem from information and systems theory where
information was defined by Hartley in 1928 as the lack of
entropy or uncertainty [19]. Typically, a system or product
would lack entropy after it has been tested and qualified to
meet contextual requirements which means information and
correctness point towards similar entities.

Fig. 1. Distributed Technology Correctness, Efficiency and Redundancy
Triangle

In distributed systems, a correct total ordering of events
is the primary requirement and therefore, the remainder of
this work will promote and adopt Correctness, Efficiency
and Redundancy as the terminology to describe the trade-
offs within a distributed system. Figure 1 depicts the current
three technologies placed in their estimated positions along

the spectrum:

1) Correctness - refers to the system or sub-system meet-
ing its requirement(s) and reducing entropy by trading
off against each other: Efficiency and Redundancy.

2) Efficiency - refers to the system’s optimal usage of
resources such as energy, storage and bandwidth to
achieve performance or rather: lack of Redundancy.

3) Redundancy - refers to the system using additional
resources to achieve a higher level of fault-tolerance
or rather: lack of Efficiency.

A. Conflict-free Replicated Data Types

Figure 1 shows that CRDTs sacrifice some measure of
correctness and settles for various consistency models such
as weak-, strong-, strong-eventual-, casual- and just-right
consistency. This is done through less synchronisation to
provide efficiency and redundancy by grouping commutative
operations into data types that possess convergence guar-
antees and by synchronising only when updates and non-
commutative operations occur such as division and subtraction
[14].

CRDTs achieve eventual consensus based on lattice joins
and guarantee convergence only when all updates are propa-
gated to all nodes [13]. The shared state data is organised in
an application-centric manner which results in data not being
present on all other nodes and closer to the participants for a
particular shared state sub-set. This provides better data access
but less shared state redundancy. However, more conflict
resolutions are required to ensure correct global consensus
or ordering of events.

Although CRDTs do not intrinsically satisfy the Byzantine
fault model, attempts have been made to provide this property
at the expense of more synchronisation when updates occur
[20].

CRDTs are therefore highly efficient, decently redundant
but lack correct total ordering of transactions in the context of
a global currency. Examples of where CRDTs are used: *Inter-
Planetary File System (IPFS), †AntidoteDB, ‡Riak, §Redis
and ¶Akka.

B. Proof-of-Resource/Chain-Based

Also from Figure 1, PoX systems sacrifice efficiency and
correctness by redundantly synchronising and storing full
copies of the shared state information on every “full node”.
They can also scale better horizontally [16] as nodes do not
require knowledge of other nodes to tally votes. The implicit
resource-based voting mechanism is intrinsically open and
permissionless as it randomly selects a participant to process a
block of events/transactions and requires no prior knowledge
of other nodes when joining the network.

Thus, PoX probabilistically approaches correct ordering
through implicit resource-based voting and requires a certain
number of blocks to be chained, using hashes, to increase

* https://ipfs.io/ † https://www.antidotedb.eu ‡ https://riak.com
§ https://redis.io ¶ https://akka.io



the likelihood of consensus and therefore sacrifices some
correctness [21].

It was shown by [22] that PoX does not provide better
fault-tolerance than what is required through the results of [8],
implying less than a third of nodes can be Byzantine or faulty
regarding resource-based voting. In Proof-of-Work (PoW),
less than 1/3 of mining power needs to be non-Byzantine
although there is research suggesting that this threshold is
even lower, indicating 1/4 fault-tolerance in terms of selfish
mining [16].

PoX/Nakamoto/chain-based systems are therefore highly
redundant, decently correct (asymptotic or probabilistic) but
lack efficiency when high event throughput is required. Ex-
amples of where PoX is used: Bitcoin’s PoW [11], Intel’s
*Proof-of-Elapsed-Time (PoET) and Ethereum’s Proof-of-
Stake (PoS) [23].

C. Asynchronous Byzantine Fault-Tolerance

Finally, from Figure 1, aBFT systems sacrifice shared state
redundancy and some efficiency by requiring more synchro-
nisation through gossip broadcasts and splits the shared state
into shards to scale horizontally [16]. In time-complexity
terms, they are better at scaling vertically to achieve higher
transactional throughput and lower energy consumption. How-
ever, they either require central points of failure to oversee
shards or they require additional communications to ensure
inter-shard orchestration.

aBFT implementations achieve consensus using explicit
voting which induces a definitive time-point when all nodes
achieve a consensus of event order, with 100% certainty
every r voting rounds. This is convergent as opposed to
asymptotic and refers to finality [15, 16]. The downside is
that this requires knowledge of all node identifiers which is
the limiting factor regarding its horizontal scalability or shared
state redundancy.

Many of the existing aBFT protocols are not fully asyn-
chronous which impacts achieving the full 33% Byzantine
fault-tolerance [16] and many of them are leader-based which
makes them susceptible to follow-the-leader attacks. This can
be addressed through randomised aBFT algorithms which al-
low for much higher levels of asynchrony [16] but introduces
latency because of the need for random broadcast or gossip.

aBFT/explicit-voting systems are therefore highly cor-
rect, decently efficient but lack shared state redun-
dancy/decentralisation which limits the number of nodes being
able to join the network and requires disjoint sections with
additional orchestration.

Examples of where aBFT or explicit voting based
consensus is used: Paxos [24], Raft [25], PBFT [10],
Stellar Lumens/Federated Byzantine Agreement (FBA) [26],
Hashgraph [21].

* https://sawtooth.hyperledger.org/docs/core/releases/1.0/architecture/poet.html

V. RECOMMENDATIONS FOR IOT

PoX systems do not seem like a viable IoT option for
various reasons. They consume too much storage and energy
resources and have limited formal proofs to converge to
a decision. Although PoW does not provide better fault-
tolerance than other schemes when a majority of mining
power or implicit vote is being compromised, it does seem to
present a greater disincentive for attack than other systems,
where compromising a majority of the explicit vote is not
energy-intensive. However, this requires adoption to reach an
acceptable level of security.

aBFT and CRDTs seem more promising in terms of
efficiency although the Directed Acyclic Graph (DAG) data
structure that they use could prove challenging concerning
memory limitations associated with IoT devices as it will limit
shard size, however, aBFT doesn’t require full state history
due to it possessing consensus finality. This means that IoT
nodes participating in the consensus protocol do not need
to store the full history since the consensus mechanism is
not asymptotic. There is also more formal literature available
regarding CRDTs and aBFT to further investigate their appli-
cation.

Another technology worth mentioning to distribute trust is
a Distributed Hash Table (DHT) which can adjust the shared
state redundancy to a certain amount of copies, uniformly
spread out across nodes, which reduces the amount of syn-
chronisation required [27]. This is in contrast to having full
state redundancy per node. This uniformity property presents
other challenges and trade-offs regarding routing and state ef-
ficiency [28] but could be combined with the aforementioned
consensus protocols to achieve an autonomous network that
could serve IoT devices as a Decentralised Storage Networks
(DSN) [29] instead of them persisting the data. The problem
with DSNs or any publicly available service is that it suffers
from the “tragedy of the commons” when free-riders cause
an uneven burden to be carried by a minority of network
participants.

One idealised solution would be to have highly asyn-
chronous state propagation, correct total ordering of events,
adjustable shared-state redundancy and network topology
agnostic- and autonomous routing to ensure efficient state
propagation. It is also required to have an incentive-punitive
mechanism in place when nodes join and leave the network to
avoid continuous reconfiguration of routing state information
(list of peer nodes) and Sybil attacks. This implies some
combination of a DHT and aBFT which is what the team
behind Protocol for Asynchronous, Reliable, Secure and Effi-
cient Consensus (PARSEC) [30] known as Massive Array of
Internet Disks with Safe Access for Everyone (MAIDSAFE)
is attempting [29, 31]. Although the technology is still under
construction, there have been interesting developments such as
self-authentication and peer-to-peer Public Key Infrastructure
(PKI) [32, 33]. To prevent the 33% fault-tolerance from being
easily compromised, the MAIDSAFE network implements
node-ageing as a function of node service-time, data-retention,
-mutation and -distribution. They are also aiming at inte-
gration with Prof. Tim Berners Lee’s Socially-Linked-Data



(SOLID) which could have future potential as far as Self
Sovereign Identity (SSI) is concerned. SSI integration could
be a use case where IoT devices are assigned to and from an
SSI to always have devices accounted for by human beings.

Regardless of which combination of technology is used
from Figure 1, cryptographic primitives are required to apply
authentication and incentive-punitive mechanisms to limit
attempts by bad actors within the system and to achieve
permissionless operation. Apart from state propagation,
cryptography remains a fundamental challenge for IoT
devices and introduces a bottleneck in achieving low latency,
distributed, secure and permissionless consensus. As a
security requirement, this implies one signature generation
for every message sent and one verification for every message
received when IoT devices participate in an asynchronous
Byzantine fault-tolerant consensus protocol which is an
expensive operation.

VI. LIGHTWEIGHT CRYPTOGRAPHIC PRIMITIVES

As the fundamental difference between traditional dis-
tributed databases and DLTs is the inclusion of cryptography,
distributing trust in an IoT context requires that these devices
can efficiently do the same cryptographic calculations to
reduce latencies and ensure efficiency. In terms of the con-
sensus protocol, three predominant cryptographic primitives
are usually used [34]:

1) Block Ciphers - ensures Confidentiality of information
while at rest and in transit and are used to build other
functions such as hash-functions or Message Authenti-
cation Codes (MAC).

2) Hash-functions - induces either uniform distribution of
information in key-value pair lookups such as DHTs
as well as Integrity checks and immutability within
systems under the assumption that no hash collisions
exist per particular hash function.

3) Digital Signatures - ensures source Authenticity and
provides a measure of identification.

There are two main categories of cryptography namely
symmetric and asymmetric, and the same is true for
lightweight cryptography. Lightweight symmetric ciphers re-
quire less memory, run comparatively faster and are usually
combined with asymmetric primitives to establish a session
key for a symmetric cipher to provide a confidential communi-
cations channel. A wealth of established symmetric algorithms
exists; among those, the most prominent representatives are
the block ciphers: Advanced Encryption Standard (AES) and
Data Encryption Standard (DES). There are several symmetric
stream ciphers which prove to be more efficient when com-
pared to block ciphers, where stream ciphers are preferred in
some embedded applications even though block ciphers are
more secure [35]. Recent primitives are the PRESENT block
cipher and PHOTON hash function [36].

Lightweight asymmetric ciphers aim to operate on devices
with limited resources, yet require more computational power
and are slower than symmetric counterparts [36]. An example

from the asymmetric cryptography family is Elliptic Curve
Cryptography (ECC), which is considered to be the most
effective for resource-constrained devices and is standardised
by the National Institute of Standards and Technology (NIST).
The Rivest–Shamir–Adleman (RSA) algorithm is the most
popular asymmetric primitive, supporting key sizes from 1024
to 4096 bits, whilst ECC offers the same security but with
shorter keys and lower computational requirements [37]. In
terms of digital signatures, the most popular ECC-based signa-
ture scheme is the Elliptic Curve Digital Signature Algorithm
(ECDSA).

In summary, the predominant disadvantage of using
asymmetric- over symmetric cryptography is the cost of
implementation and speed, which remains a challenge for IoT
devices. With the growth of IoT, information security is a
concern [1], thus cryptographic primitives have been actively
proposed and analysed as the NIST aims to develop crypto-
graphic standards that can work within resource-constrained
devices. The search for lightweight cryptographic algorithms
continues whereby NIST is assessing possible use cases and
applications that require lightweight algorithms [38, 39].

In addressing some challenges or limitations associated
with using cryptography, the Reduced Instruction Set
Computer: Five (RISC-V) has been presented as a possible
hardware domain solution which is discussed in the following
section.

VII. REDUCED INSTRUCTION SET COMPUTER: FIVE
(RISC-V)

When resource-constrained devices attempt cryptographic
computations, a solution often adopted is to implement cryp-
tographic primitives in hardware, such as an Application-
Specific Integrated Circuit (ASIC) or Field-Programmable
Gate Array (FPGA) but, these technologies and their asso-
ciated tooling are often proprietary and expensive; presenting
a barrier to entry for researchers and hobbyists [40]. Another
barrier is the archaic hardware descriptor languages used to
define these hardware accelerators.

RISC-V aims to solve these issues as the first royalty-free,
extensible and open Instruction Set Architecture (ISA) specifi-
cation in contrast to previous patented implementations. With
an ISA being the gateway between hardware and software, the
intention is to allow for numerous software-defined hardware
extensions that leverage common software development [41]
to provide an ideal base for specialised accelerators, open to
anyone to freely contribute. It is difficult to predict all possible
advantages that could result from this technology and so, the
following list are some that come to mind:

• Because it is an open ecosystem, it has potential to
reduce formal verification overhead so that developers
can share and gain more security features such as side-
channel attack resistance, which have not been addressed
by standards such as FIPS-140 [42].

• Lightweight, quantitative and modular design provides
simpler and controllable hardware implementations [43].



• It was designed to implement all ranges of computing
devices, such as cloud computing, data centres, network
equipment and embedded or IoT devices.

• It can be tailored to address-ultra-low power situations
and numerous other use cases such as high-speed com-
pression [43] which is highly beneficial for IoT.

• It could provide backwards compatibility for IoT devices
that need to interact with existing systems that use older
cryptographic primitives.

• It would be much easier to conduct a security audit due
to its royalty-free and open nature.

Although still in its infancy, RISC-V is gaining traction
with 48 contributors on GitHub spread out across academia,
industry and open-source operating system projects [44, 45].
Western Digital is rolling out more than a billion RISC-
V devices per annum and NVIDIA is also adopting the
technology for their new graphics accelerator platforms. The
introduction of RISC-V has presented the opportunity for
the next phase of development in microprocessor hardware
architectures [46] and as with any new technology, challenges
are expected which might hinder its adoption:

• It runs the risk of producing a non-coherent standard and
could result in an explosion of hardware architectures
that require support and testing.

• It still lacks a mature and stabilised tooling ecosystem
that is generic across all implementations.

• In the big data and server context, it is still unclear
whether RISC-V would be faster, more efficient and cost-
effective than existing platforms and ecosystems as a
whole.

VIII. CONCLUSION

This research surveyed the basic types of distributed con-
sensus or trust protocols from an IoT perspective, instead
of conducting an exhaustive exercise across the numerous
distributed ledger projects, whereby trade-offs and recom-
mendations were provided. This research also highlights the
security-critical and latency inducing building blocks of ex-
isting distributed consensus technologies and two potential
paths to follow to achieve secure and performant IoT namely:
lightweight cryptography and hardware acceleration using
RISC-V. We show that both lightweight cryptography and
RISC-V possess much potential, but each presents challenges
that are still to be resolved which could take many years.
Firstly, the use of cryptography can only address efficiency
when lightweight cryptographic primitives that meet the needs
of IoT devices and security are identified, accepted, peer-
reviewed and standardised, but could lack legacy crypto-
graphic compatibility. Secondly, if the hardware approach
is adopted; RISC-V could become to hardware what Linux
has become to the software domain. This could allow for
highly efficient and context-specific devices to participate
directly in a much-needed distributed consensus protocol
to avoid central points of failure. It becomes evident that
the surveyed technologies are still in the fermentation stage
when requiring the permissionless setting where the optimal
generic solution might lie in a combination of them. The

permissionless requirement is much-needed for IoT to en-
able decentralised control and is only achievable by using
cryptography. Therefore, it might be useful if researchers
and developers constrain their thinking to limited resource
environments when constructing solutions. Further research
and experimentation with technologies such as RISC-V are
required by perhaps building an IoT specific distributed ledger
test bench using the cheapest and smallest possible embedded
devices to demonstrate the effectiveness and practicality of
current consensus protocols.
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